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Abstract

We have built a system for the classification of HTML documents, utilizing the naive
Bayes learning method. We have tested its performance on two distinct datasets, which
are both publicly available. The system accurately classifies unseen examples in both
cases, achieving optimal accuracies of 93% and 83% in the two datasets, using a 10-fold
cross-validation. The system scales linearly with respect to the number of examples
in the dataset, and is able to vary the percentage of examples used when building the
naive Bayes learner.

1 Introduction

We begin with a brief discussion of the application of HTML document classification, along
with its potential benefits to various domains. We then summarize the naive Bayes learning
method, with emphasis on those aspects pertinent to the problem.

Motivation. Automatic classification of HTML documents is becoming a very useful ap-
plication of data mining, due to the ever-increasing rise of computer users in the world.
As the popularity of computers and the Internet rises, so does the number of users who
depend on the Internet as their source of news. Popular news sites such as Google News
(www.news.google.com), CNN (www.cnn.com), and BBC (www.bbc.co.uk) receive thousands
of news articles each day, and an automated mechanism is vital to efficiently categorize these
articles.

Learning method. The naive Bayes learning method has proven to be an effective clas-
sifier in a variety of problems. One of the more prevalent applications is text classification,
and consequently, the classification of HTML documents. We have adopted the naive Bayes
text classification algorithm given in [Mitchell, 1997].

Since the number of words that we encounter during text classification is very large, the
probabilities of observing those words in a document are very small. This causes arithmetic
underflow, which leading to zero probabilities. To avoid this problem we chose to substitute
the equation for vyp in [Mitchell, 1997] with the following equation:

vvp = VBN log(P(vj)) + > log(P(ailvy)) |

v; €V . ~
tEpositions

This substitution can be made because log(a * b) = log(a) + log(b).
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Figure 1: Basic control flow of the system.

A Commercial Banks A0B59.txt A
B Building Societies A0660.bxt A
c Insurance Agencies A0B61 .txt A
D Java B0999 txt B
E C/C++ B1000.txt B
F Visual Basic C0001 xt c
G Astronomy C0002.txt c
H Biology X0033.txt X
| Soccer X0034 .xt X
J Motor Sport X0035.txt X
X Sport X0036.txt X

(a) (b)

Figure 2: A sample file containing the list of classes and their symbols is shown in (a). A sample
file continuing the list of files and their desired classes is shown in (b).

2 Architecture

We discuss the logical flow and implementation of our system, including an explanation of
the inputs and outputs, the preprocessing of the documents, the data selection for learning,
and the learning algorithm itself.

High-level description. Our system is constructed around a very basic control flow,
consisting of three fundamental steps: preprocessing, data selection, and the classification
algorithm. Figure 1 illustrates these three steps and their interaction.

The required inputs to the system for the classification task are:

e A directory containing the HTML documents to be classified

A file containing the list of possible document classes and their shorthand symbols

A file that pairs the document’s filenames with the symbol of their desired class

Command-line arguments that control the behavior of the system

Figure 2(a) illustrates an example of a file that contains a list of possible class labels and their
symbols. Figure 2(b) illustrates an example of the file containing the document filenames
and their desired classifications.



The system was implemented with an object-oriented design in Java using only our
original code. The system consists of 18 classes and about 3000 lines of code.

Preprocessing. Since the HTML text that we are classifying is structured, it contains
formatting tags and characters that do not contribute to the actual content of the document.
To prevent naive Bayes from trying to classify the documents based on their formatting
tags, they must be removed from the document before being presented for learning. Once
the meaningful text has been extracted from the documents, an example set is created by
matching up the documents with their desired classifications. The preprocessing consists of
several steps. For each HTML document:

1. Parsing the HTML and extracting the meaningful text

2. Removing punctuation, special characters, and stop words

3. Creating word-frequency-pair vectors of the remaining words in the text
4. Simple stemming of the words

Stop words are words that do not significantly contribute to the meaning or subject of
the text. For example, the words “and”, “before”, and “the” are considered stop words
because the words are not considered in context, and therefore do not contribute meaning.
Simple stemming consists of combining words that have the same root word. For example,
“basketball” and “basketballs” have the same fundamental meaning or subject.

Once the HTML documents have been processed, they are matched up with their desired
class read from the file that contains filenames and desired class symbols. Putting together
the filename, word-frequency-pair vector, and desired classification of a document creates
an example suitable for learning. Once all the documents in the provided directory have
been read and preprocessed, we have an example set. This example set is then randomly
shuffled to avoid learning biases created by the order in which the documents were read. For
example, if we constructed a test set of the first 100 unshuffled examples, there is a high
likelihood that these documents are of the same class (certainly much higher than picking
100 examples at random).

Data selection. After constructing the example set, our system allows the user to exercise
some control over the data that is presented to the naive Bayes classifier. We allow the user to
select the data set size, training set size, and the number of folds for a k-fold cross-validation.
The selected data is then divided into training and test sets for use by the classifier.

The number of folds for a k-fold cross-validation is given by a command-line argument as
an integer. For a k-fold cross-validation, the examples are divided up into k sets, where k-1
sets are used for training the classifier and the remaining set is used for testing the classifier;
and this process is repeated &k times.

The data set size is given by a command-line argument in the form of a decimal percent-
age. If the user inputs “.80”, then 80% of the provided examples are considered for learning.
Since this selection is done after the examples are shuffled, the user can effectively create
bootstrap samples.



The training set size is also given by a command-line argument in the form of a decimal
percentage. If the user were to input “.90”, then in each fold of the k-fold cross-validation
would only train the classifier on 90% of the training data. This parameter has no real
practical value, but can illustrate the performance of the naive Bayes learning method as
the training set shrinks, but the test set remains the same.

Naive Bayes. When the naive Bayes classifier is presented with a training set, it computes
the probabilities of each document class and each word occurring in that document class.
When presented with a test set, the naive Bayes algorithm will assign the document the
most probable class.

During training, vocabularies are built for each class from the training examples. The
naive Bayes algorithm then computes the probability of each class based on the training
examples, as well as the probability of each word occurring given a particular class.

During testing, a set of test examples are provided to the naive Bayes classifier, which
assigns the most probable classification to each example.

3 Performance

We introduce the variables of the experiments, and the datasets used. We then give perfor-
mance results for each dataset, while summarizing what knowledge the results give.

Measured variables. Our experiments consisted of three measured variables, which are:

e Accuracy - Both the accuracy per fold and the overall accuracy over k-fold cross-
validation, at the 95% confidence interval

e Twvme - Including total time, preprocessing time, average train time, average test time

e TP/FP rates - Recorded for each class of the dataset, for each fold

Control variables. The variables we manipulated were as follows:
e Number of folds - The number of folds in a k-fold cross-validation

o Minimum frequency - The minimum number of occurrences necessary for a word to
remain in a class vocabulary. This is applied after the class vocabularies have been
built, and after each training example has been read

e Dataset size - The number of examples in the overall dataset, prior to train/test par-
titioning

e Train set size - The number of examples in the train set
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Figure 3: A histogram showing the skew of the Yahoo K-series dataset.

Datasets used. We used two publicly available datasets of HTML documents in our exper-
iments. The first is the Yahoo K-series dataset, described in [Boley, 1998: Boley et al., 1999b;
Boley et al., 1999a). This dataset consists of 2,340 HTML documents and 20 classes. There
is some degree of skew within this dataset, with the majority class occurring approximately
55 times more often than the least-frequent class. We give a histogram of the number of
occurrences for each class within the Yahoo dataset in Figure 3. The second dataset that
we used is the Bank Research dataset, described in [Sinka and Corne, 2002]. This dataset
is much larger than the Yahoo dataset, consisting of 11,000 HTML documents. The Bank
Research datasetis comprised of eleven classes, each of which are equally distributed (1,000
examples each). Thus, there is no skew in the Bank Research dataset.

These datasets are available at:

Yahoo K-series - ftp://ftp.cs.umn.edu/dept /users/boley /PDDPdata
Bank Research - http://www.pedal.rdg.ac.uk /banksearchdataset
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Figure 4: The dependency of accuracy on the number of cross-folds for both datasets.

Results. We begin with the experiments done on the number of cross folds, which we
designate as k. We show the dependency of accuracy on £ for both datasets in Figure 4. The
system reaches an optimal accuracy when k is between 8 and 12, with only small changes
as k is varied. We show the dependency of time on £ in Figures 5-6. The total time of the
system grows linearly as k£ increases, and the preprocessing time remains constant regardless
of k. This makes sense due to the fact that preprocessing is done only once, prior to the cross-
validation. The average train time increases linearly with respect to k, while the average
test time linearly decreases. This can be explained by recalling that as the number of folds
increases, the train set grows larger, while the test set is reduced in size.

We next discuss results of varying the minimum frequency within both datasets. In
Figure 7 we see sharp drops in accuracy in both datasets as the minimum frequency increases.
We expected to see some rise in accuracy here due to the further removal of potentially
useless words, but obviously this is not what happened. The constant drop in accuracy can
be attributed to the fact that there may be words that occur only once within a document,
but those words only occur in one class of documents. Removing these words would severely
hinder the ability of naive Bayes to classify such documents correctly.

The dependency of total time on minimum frequency for both datasets is given in Fig-
ures 8-9. It is interesting to point out here that each of these graphs see a sharp spike in total
time when the minimum frequency is set to 50. We see this behavior because the system
must remove many words from the class vocabularies in this case, which takes considerable
time. The total time then drops with larger minimum frequencies and levels off. This is
because although more words are removed from the class vocabularies, there are now consid-
erably fewer words leftover. This causes the time required for setting the word probabilities
and the testing time to be much less.

In addition to varying the number of cross-folds and minimum frequency, we have also
experimented with different dataset sizes. In Figure 10 we show how the accuracy changes
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Figure 5: The dependency of time on the number of cross-folds for the Yahoo K-series dataset.
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Figure 6: The dependency of time on the number of cross-folds for the Bank Research dataset.
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Figure 7: The dependency of accuracy on the minimum frequency for both datasets.
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Figure 8: The dependency of time on the minimum frequency for the Yahoo K-series dataset.



Figure 9: The dependency of time on the minimum frequency for the Bank Research dataset.

with respect to the number of examples in the dataset. As expected, there is a natural
learning curve within both datasets, since accuracy increases with the number of examples.
We also show in Figure 11 the dependency of accuracy on the percentage of the original
dataset that was used as the new dataset. We once again see a natural learning curve here,
but more importantly we see that the Bank Research dataset presents a simpler classification
problem than that of the Yahoo dataset; The system is more accurate with only 10% of the
Bank Research dataset than with the full Yahoo dataset. astly, we show the dependency
of total time on dataset size in Figure 12. Clearly, the system is linear in the dataset size.

We have also experimented with the training set size, and have varied it to see its effect
on accuracy. We show the results of this experiment in Figure 13. As before, we see a natural
learning curve with respect to the train set size.

To gain a sense of how the system performed with each dataset, we summed the values
contained within confusion matrices of single folds into one overall confusion matrix for each
dataset. We give these confusion matrices in Figure 14.

e e periments. In addition to the aforementioned experiments, we also conducted
two simple modifications to the Yahoo dataset in order to further investigate the impact of
skew on naive Bayes. Recall that this dataset has some degree of skew, with the majority
class occurring 55 times more often than the least frequent class. Furthermore, this class
occurs 77% more times than even the second-most frequent class. To discover whether or
not skew has a major impact on the performance of naive Bayes we have removed examples
of the most-frequent class (entitled ealth). In the first experiment we reduced the number
of examples of the ealth class from 494 to 97, which is the average number of examples of
the other classes. With this modification, the system was 78.9% +/- 1.82 accurate on the



Figure 10: The dependency of accuracy on the number of examples for both datasets.

Figure 11: The dependency of accuracy on dataset size for both datasets.
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Figure 12: The dependency of total time on the dataset size for both datasets.

Figure 13: The dependency of accuracy on the train set size for both datasets.
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Figure 14:  verall confusion matrices across a 10-fold cross-validation, for the Yahoo K-series
dataset (left) and the Bank Research dataset (right).

full dataset. For the second experiment we reduced the number of examples of the ealth
class from 494 to 278, which is the number of examples for the second-most frequent class.
With this change, the system was 80.1% +/- 1.70 accurate on the full dataset.

These results show that the presence of skew does not have a severe impact on the
performance of naive Bayes. In fact, the system is more accurate with the fully-skewed
Yahoo dataset, achieving an accuracy of 82% on average. One possible explanation for the
drop in accuracy, despite the decrease in skew, is that while we decrease the skew we are
also reducing the dataset size. Obviously, the effect of decreasing the dataset size is much
greater than that of reducing the skew found in the dataset.

onc udin remar

We have created a system that implements a naive Bayes learning method, in an effort
to classify HTML documents. We have shown that naive Bayes is an effective approach to
this problem, and reinforced the learning characteristics of the naive Bayes method. These
include a natural learning curve, linear time, and the ability to handle moderate skew.

The work done for this project was shared equally between the group members. All
aspects of the project were done cooperatively over a span of several weeks. This includes
design, coding, performance evaluation, and the creation of the in-class presentation and
final write-up.
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